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Correspondence: Mehmet Kayakuş (mehmetkayakus@akdeniz.edu.tr)

Received: 9 April 2026 | Revised: 24 June 2026 | Accepted: 7 July 2026

Keywords: global health indicators | life expectancy | machine learning | predictive modeling | random forest | socio-economic determinants | support
vector regression

ABSTRACT
This study aims to estimate life expectancy in upper-middle-income countries using socio-economic and health-related variables
obtained from the World Bank’s World Development Indicators database. To this end, four machine learning algorithms—Support
Vector Regression (SVR), Random Forest, Gradient Boosting, and XGBoost—were applied; the models were compared using the
10-fold cross-validation method, employing the R2, RMSE, and MAE metrics. The analyses revealed that life expectancy is strongly
associated with per capita GDP, health expenditure, and the urbanization rate. In the model comparisons, the highest predictive
performance was achieved by the SVR model. Despite the limited sample size, SVR successfully captured non-linear relationships
thanks to its kernel-based structure, demonstrating both the lowest error values and the most stable residual distribution. While
the Random Forest model also performed well, the Gradient Boosting and XGBoost models achieved relatively lower accuracy. The
findings demonstrate that machine learning methods provide effective tools for modeling multidimensional health indicators and
that the SVR and Random Forest algorithms constitute robust alternatives for such data structures. The study aims to contribute
to data-driven decision-making processes in global health and development policies.

1 | Introduction

Life expectancy is regarded as one of the most fundamental
indicators that holistically reflects a society’s level of health,
social welfare, and economic development. The increase in life
expectancy recorded worldwide over the last century is closely
linked to advances in medical technology, expanded access to
healthcare, and improvements in living conditions. However, it is
recognized that this increase has not occurred uniformly across
countries and income groups and that the factors determining
life expectancy, particularly in middle-income countries, exhibit a
complex and multidimensional structure (Marmot 2005), which
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includes variables such as healthcare access, education levels,
and economic stability. Consequently, the accurate modeling and
forecasting of the socio-economic and health-related determi-
nants of life expectancy are of critical importance for the devel-
opment of effective public health policies.

According to the World Bank classification, upper-middle-
income countries represent a transitional group in terms of
economic development and health system capacity (Cabieses
and Bird 2014; WB_Group 2024). While these countries pos-
sess a certain level of economic size and health infrastructure,
they have not yet fully attained the diversity of resources and
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institutional capacity offered by high-income countries (Cabieses
and Bird 2014; Hosen et al. 2021). This situation leads to sig-
nificant variations in indicators such as per capita income,
health expenditure, urbanization rates, and demographic struc-
ture and consequently results in life expectancy varying con-
siderably between countries (Aggarwal et al. 2015; Gaziano
et al. 2010). Consequently, this heterogeneous structure necessi-
tates the development of customized, high-accuracy forecasting
models for upper-middle-income countries.

Traditional statistical and econometric methods have long been
used as the primary analytical tools for examining the rela-
tionships between life expectancy and income levels, health
expenditure, education, and other socio-economic indicators
(Lago et al. 2018). However, these methods may be limited in
their ability to capture non-linear relationships and multiple
interactions between variables, which can lead to an incomplete
understanding of how these factors collectively influence life
expectancy, particularly in contexts where such interactions
are significant, such as in low-income countries or among
marginalized populations. Life expectancy, however, is the
output of a complex system in which economic, demographic,
and health-related variables interact with one another. Conse-
quently, there is a need for more flexible and robust modeling
approaches to analyze this multidimensional structure more
accurately. Recently, machine learning methods have increas-
ingly been adopted in health research and modeling studies
involving socio-economic variables, driven by the prolifera-
tion of big data sources and increased computational capacity
(Casey et al. 2016; Huang et al. 2018; McDermott et al. 2021;
Schwalbe and Wahl 2020). Machine learning algorithms such
as SVR, Random Forest, Gradient Boosting, and XGBoost offer
significant alternatives to traditional statistical methods due to
their ability to capture non-linear patterns, operate effectively
on data structures containing many variables, and model com-
plex relationships between variables (Chairunisa et al. 2024;
Ghazali et al. 2018). Recent studies have demonstrated that
these algorithms yield successful results in predicting multi-
dimensional health indicators such as life expectancy and can
deliver high predictive performance (Chairunisa et al. 2024;
Lipesa et al. 2023; Vydehi et al. 2020). Recent research has
further extended machine learning applications by integrating
explainable artificial intelligence (XAI) frameworks to improve
model transparency and policy relevance. For example, (Çelik
et al. 2026) demonstrated that SHAP and LIME can uncover
complex nonlinear structural relationships while enhancing
interpretability in governance-related prediction tasks. Similarly,
(Yang et al. 2025) applied multiple machine learning algorithms
to identify life-expectancy-related risk factors and showed that
feature-ranking approaches substantially improved model inter-
pretability. (Tahri et al. 2026) also emphasized that machine
learning methods often outperform conventional statistical
approaches in multidimensional prediction problems while
highlighting the importance of predictor ranking and explain-
ability. However, it is noteworthy that the number of studies in
the literature that focus on upper-middle-income countries as
a distinct analytical category and comparatively examine the
performance of multiple machine learning algorithms is limited
(Ogle et al. 2023; Ozyilmaz et al. 2022). This limitation results in
the socio-economic, demographic, and health system dynamics

specific to the upper-middle-income group not being suffi-
ciently disentangled; consequently, the contextual validity and
generalizability of the resulting policy recommendations may
also be constrained (Bansal and Jin 2023; Christie et al. 2018).
To address this gap, this study estimates life expectancy in
upper-middle-income countries using socio-economic and
health-related variables obtained from the World Bank’s World
Development Indicators database. In this context, four differ-
ent machine learning algorithms—Support Vector Regression
(SVR), Random Forest, Gradient Boosting, and XGBoost—were
applied, and the models’ predictive performance was compared
using the coefficient of determination (R2), Root Mean Square
Error (RMSE), and Mean Absolute Error (MAE) metrics. The
main contribution of the study is its systematic analysis of
the multidimensional determinants of life expectancy from a
machine learning perspective and its provision of a data-driven
forecasting framework specific to upper-middle-income coun-
tries. In this respect, the study not only evaluates model
performance but also presents an analytical approach that
could contribute to global health and development policies.

2 | Materials and Methods

This section describes the dataset, methods, and machine learn-
ing techniques used to estimate life expectancy in upper-middle-
income countries. It covers the dataset preparation process,
variable selection, data pre-processing, machine learning meth-
ods, and methods for evaluating the performance and errors of
the models. Figure 1 shows the flowchart of the study.

As shown in Figure 1, the study begins with data collection
from the World Bank’s World Development Indicators (WDI)
database. At this stage, the processes of variable identification,
data collection, data preprocessing, and feature selection were
carried out. The reliability of the data and the performance of
the model were enhanced using the cross-validation method. A
10-fold cross-validation process was performed at this stage. In
the machine learning phase, models were created using support
vector regression (SVR), random forest, gradient boosting, and
XGBoost methods. To determine the models’ performance and
error, metrics appropriate to the literature—namely, R2, RMSE,
and MAE—were used.

2.1 | Data Set

The dataset used in this study was obtained from the World
Bank’s World Development Indicators (WDI) database, one of the
most widely used and reliable sources of global socio-economic
and health-related statistics (World_Bank 2026). By providing
comprehensive and standardized data for countries across the
globe, the World Bank enables researchers to analyze devel-
opment indicators and compare them across different income
groups. In this study, data relating to upper-middle-income coun-
tries were extracted from the World Bank database and used
to analyze and estimate life expectancy. The dataset consists of
24 upper-middle-income countries classified according to the
World Bank income classification for the year 2024. Each coun-
try represents one observation, resulting in a total sample size
of 24 observations. Seven predictor variables and one target
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FIGURE 1 | Flowchart of the study.

variable (life expectancy at birth) were included in the analy-
sis. Prior to preprocessing, the dataset contained missing values
in a limited number of predictor variables. Missing numerical
values accounted for less than 5% of the total dataset and were
imputed using mean imputation to preserve sample size and data
consistency.

The study’s dependent variable is “life expectancy at birth” which
represents the average number of years a newborn is expected to
live under current mortality conditions. This variable is widely
used as an important indicator of public health, living stan-
dards, and socio-economic development (T, arcă et al. 2024). In
addition to the dependent variable, various demographic, eco-
nomic, and health-related indicators obtained from the World
Bank database have been included in the dataset as independent
variables to explain and predict variations in life expectancy (Rof-
fia et al. 2023).

Before proceeding to the machine learning analysis, a series
of data preprocessing steps were applied to ensure the quality
and consistency of the dataset. First, the dataset was examined
to identify missing values and inconsistencies in the variables.
To minimize information loss and preserve the structure of the
dataset, missing numerical values were handled using the mean
imputation method (Liew et al. 2011). Additionally, the data type
compatibility of the variables was checked, and only numerical
variables suitable for regression-based machine learning models
were retained. As many machine learning algorithms are sensi-
tive to differences in variable scales, the independent variables
were standardized to ensure that each feature contributes equally
to the model training process.

Although the dataset contains a limited number of observations,
it is considered sufficient for comparative machine learning mod-
eling when appropriate validation techniques are used. Ten-fold
cross-validation was employed in this study to obtain reliable and
unbiased model evaluation results. In this approach, the dataset
is divided into approximately ten equal subsets. In each iteration,
nine subsets are used to train the model, while the remaining
subset is used to test the prediction performance. This process
is repeated ten times, ensuring that each subset is used as a test
set once. The final model performance is obtained by taking the
average of the results from all iterations (Malakouti et al. 2023).

The 10-fold cross-validation method is widely recommended
in machine learning research because it reduces the risk of
overfitting and provides a more robust assessment of model
performance compared to a single training-test split (Krstajic

et al. 2014). By allowing each observation in the dataset to be used
in both the training and testing phases, this method enables a
more reliable and stable assessment of the predictive capabilities
of the models used in this study.

2.2 | Machine Learning

Machine learning models, particularly ensemble learning algo-
rithms, have become increasingly important in socio-economic
and health-related forecasting studies (Ekundayo 2024).
Socio-economic indicators such as life expectancy are influ-
enced by a multitude of interacting factors, including access
to healthcare, income levels, education, environmental condi-
tions, and demographic characteristics (Abubakari et al. 2019;
Wirayuda and Chan 2021). These variables typically exhibit
complex non-linear relationships and interaction effects that
are difficult to capture using traditional modeling approaches.
Ensemble methods such as Random Forest, Gradient Boosting,
and XGBoost combine multiple decision trees to improve pre-
dictive performance and reduce model variance. By aggregating
the results of multiple learners, these methods can capture com-
plex patterns in the data and provide more stable and reliable
predictions (Xiao et al. 2018).

Among machine learning algorithms, gradient-boosting-based
models have attracted significant attention due to their strong
predictive capabilities. Gradient boosting constructs models
sequentially; each new model attempts to correct the errors made
by the previous models (Boldini et al. 2023). This iterative learn-
ing process enables the algorithm to gradually improve model
accuracy and capture complex non-linear relationships between
variables (Cai et al. 2022). XGBoost, an optimized implementa-
tion of gradient boosting, further enhances this framework by
offering regularization techniques, efficient handling of miss-
ing values, and parallel computing capabilities (Kyrychek 2025).
These features enhance both computational efficiency and pre-
dictive performance, making XGBoost one of the most widely
used machine learning algorithms in predictive modeling stud-
ies across the fields of economics, public health, and the social
sciences (Alim et al. 2020).

To evaluate the predictive performance of the models, three
commonly used regression evaluation metrics were employed:
Root Mean Square Error (RMSE), Mean Absolute Error (MAE),
and the coefficient of determination (R2). RMSE measures the
square root of the average of the squared differences between
the predicted and observed values and is sensitive to large
prediction errors (Hodson 2022). MAE represents the average
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absolute difference between predicted and actual values and
provides an easily interpretable measure of prediction accuracy
(Zhou et al. 2024). R2 indicates the proportion of variance in
the dependent variable that can be explained by the indepen-
dent variables in the model (Plonsky and Ghanbar 2018). The use
of these complementary evaluation metrics provides a compre-
hensive assessment of model performance and enables a reliable
comparison between different machine learning algorithms.

Model hyperparameters were determined based on prior litera-
ture, preliminary experimental evaluation, and the characteris-
tics of the dataset. Since the dataset contains a relatively limited
number of observations, exhaustive hyperparameter optimiza-
tion procedures such as Grid Search or Random Search were not
applied to avoid excessive model complexity and potential over-
fitting. Instead, conservative parameter settings commonly rec-
ommended in previous studies were adopted to ensure a balance
between predictive accuracy and model generalizability.

2.2.1 | Support Vector Regression (SVR)

Support Vector Regression (SVR) is a supervised machine learn-
ing method developed to predict continuous numerical outcomes
(Montesinos López et al. 2022). It is derived from the princi-
ples of Support Vector Machines (SVMs), which were originally
designed for classification problems but were later adapted for
regression tasks (Valkenborg et al. 2023). SVR is particularly
useful when the relationship between dependent and indepen-
dent variables is not strictly linear, as it can model more com-
plex patterns in the data using kernel functions (Najafzadeh
and Niazmardi 2021). Consequently, SVR is widely used in
studies involving economic forecasting, health indicators, and
multi-dimensional forecasting problems (Qu et al. 2022).

Support Vector Regression (SVR) has been included because
life expectancy is influenced by numerous socio-economic and
health-related variables, the effects of which do not always fol-
low a simple linear structure. Compared to classical linear regres-
sion, SVR offers a more flexible modeling framework by enabling
the estimation of non-linear relationships (Klopfenstein and
Vaiter 2021). Furthermore, it can perform well even when the
dataset is relatively limited, making it suitable for the structure
of the present study.

The primary aim of SVR is to find a function that estimates the
dependent variable with the smallest possible error while main-
taining the simplicity of the model. In general terms, the SVR
function can be expressed as follows:

f(x) = wT∅(x) + b (1)

where x denotes the input variables, w is the weight vector, b is
the bias term, and ϕ(x) represents the transformation of the input
variables into a higher-dimensional feature space. This transfor-
mation enables the model to capture nonlinear relationships that
may not be visible in the original input space.

Unlike ordinary regression methods that aim to minimize the
total prediction error directly, SVR uses an ε-insensitive loss func-
tion. This means that errors falling within a predefined margin,

denoted by ε, are ignored. Only errors exceeding this margin are
penalized. The optimization problem for SVR can be written as
follows:

min 1
2
||𝑤||2 + 𝐶

𝑛∑
𝑖=1

(
𝜉𝑖 + 𝜉∗

𝑖

)
(2)

tabi olmak
𝑦𝑖 −

(
𝑤𝑇 𝜃

(
𝑥𝑖
)
+ 𝑏

)
≤
(
𝜖 + 𝜉∗

𝑖

)
(3)

(
𝑤𝑇𝜙

(
𝑥𝑖
)
+ 𝑏

)
−
(
𝑦𝑖 ≤ 𝜖 + 𝜉∗

𝑖

)
(4)

𝜉𝑖, 𝜉
∗
𝑖
≥ 0 (5)

In these equations, yi represents the observed value, ε is the
acceptable error margin, C is the penalty parameter, and 𝜉i, ξ*i
are slack variables that measure deviations outside the tolerance
interval. The parameter C controls the trade-off between model
complexity and prediction error. A larger C places greater empha-
sis on minimizing training error, whereas a smaller C allows a
smoother decision function.

In this study, the SVR model was implemented using the radial
basis function (RBF) kernel, one of the most preferred ker-
nel types in non-linear regression problems. The RBF kernel is
expressed as follows:

𝐾
(
𝑥𝑖, 𝑥𝑗

)
= exp

(
−𝛾‖‖‖𝑥𝑖 − 𝑥𝑗

‖‖‖
2)

(6)

Here, γ determines the effect of individual training observations.
The RBF kernel was chosen because it can effectively capture the
non-linear relationships between predictors and life expectancy
without requiring the functional form of these relationships to be
specified in advance.

In the Python implementation, the SVR model was configured
with kernel=RBF, C= 100, and ε= 0.1. These parameter values
were selected based on prior literature and preliminary experi-
ments to achieve a balance between model flexibility and gener-
alization. The choice of the RBF kernel ensures that the model
accounts for non-linear patterns in the data, while the relatively
high C value increases the model’s sensitivity to predict errors
during training. The ε= 0.1 setting defines a narrow error toler-
ance; this implies that predictions are expected to remain close
to the actual observed values. Additionally, the independent vari-
ables were standardized prior to model training, as SVR is sensi-
tive to differences in variable scales and performs more reliably
when predictors are normalized.

SVR offers a robust alternative to classical regression approaches
when dealing with potentially non-linear and multidimensional
relationships. Its flexibility, robustness, and suitability for lim-
ited datasets make it an appropriate method for estimating life
expectancy in upper-middle-income countries.

2.2.2 | Random Forest Regression

Random Forest (RF) is an ensemble machine learning method
based on the combination of multiple decision trees (Becker
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et al. 2023). Introduced by Leo Breiman, the Random Forest
algorithm improves predictive performance by combining the
outputs of many individual trees rather than relying on a single
model (Breiman 2001). This ensemble structure helps to reduce
overfitting and increase the robustness of the model, particularly
when dealing with complex datasets involving non-linear rela-
tionships and interactions between variables (Zhou et al. 2023).

The Random Forest algorithm is particularly useful in regression
problems where the relationship between dependent and inde-
pendent variables is non-linear or difficult to model using tra-
ditional statistical approaches. Unlike classical regression meth-
ods, the Random Forest algorithm does not assume a specific
functional form between variables (Shanmugasundar et al. 2021).
Instead, it learns patterns directly from the data by creating mul-
tiple decision trees using different subsets of the training data.
This flexibility makes the Random Forest algorithm an effective
method for predicting socio-economic and health-related indica-
tors such as life expectancy.

The Random Forest algorithm operates via two fundamen-
tal mechanisms: bootstrap sampling and feature randomization
(Suthaharan 2016). First, multiple subsets of the training data are
created using a technique known as bootstrap sampling; in this
technique, samples are drawn from the original dataset at ran-
dom and with replacement. A decision tree is then trained on
each bootstrap sample. Second, at each node of the decision tree,
a random subset of predictor variables is selected to determine
the best split. This randomization helps to reduce the correlation
between individual trees and improve the model’s overall predic-
tive accuracy (Salman et al. 2024; Wang et al. 2020).

In regression problems, the final prediction of the Random For-
est model is obtained by taking the average predictions from all
individual trees in the ensemble. This process can be expressed
as follows:

𝑦 = 1
𝑇

𝑇∑
𝑡=1

𝑓𝑡(𝑥) (7)

where: 𝑦 represents the predicted value, T denotes the total num-
ber of trees in the forest, f t(x) represents the prediction generated
by the tth decision tree.

Each decision tree in the forest is constructed by recursively par-
titioning the feature space to minimize the prediction error. The
partitioning criterion commonly used in regression trees is the
Mean Squared Error (MSE), which measures the variance within
each node (Dewi and Chen 2019). The MSE can be expressed as
follows:

MSE = 1
𝑛

𝑛∑
𝑖=1

(
𝑦𝑖 − 𝑦

)2 (8)

The Random Forest model was implemented using the Random
Forest Regressor algorithm available in the Python scikit-learn
library. According to the configuration used in the analysis code,
the model was trained with 200 decision trees and a maxi-
mum tree depth of 10. Increasing the number of trees generally
improves prediction stability, while limiting the depth of the trees
helps prevent excessive model complexity and reduces the risk of
overfitting.

The use of the Random Forest algorithm in this study allows
for the comparison of a robust ensemble-based machine learn-
ing method with both classical regression approaches and kernel-
based methods. Thanks to its ability to model non-linear
relationships and capture interactions between variables, Ran-
dom Forest offers a robust alternative for predicting life
expectancy in upper-middle-income countries.

The Random Forest model was trained with 200 trees and a
maximum depth of 10, which were selected based on com-
monly used settings in the literature and preliminary perfor-
mance evaluation.

2.2.3 | Gradient Boosting Regression

Gradient Boosted Regression (GB) is an ensemble machine
learning technique that constructs predictive models by sequen-
tially combining multiple weak learners, typically decision trees
(Sahin 2020). Unlike ensemble methods based on bagging, such
as Random Forests, where trees are created independently, Gra-
dient Boosting constructs trees sequentially so that each new
tree attempts to correct the prediction errors made by the
previous trees (Syam and Kaul 2021). This iterative process
enables the model to gradually improve its predictive perfor-
mance and capture complex non-linear relationships between
variables (Wahyuningsih et al. 2024).

Gradient boosting is particularly suitable for regression prob-
lems involving multi-dimensional datasets where the relation-
ship between the predictor variables and the dependent vari-
able may not follow a simple linear structure (Feng et al. 2018).
In socio-economic and health-related studies, variables such as
income level, access to healthcare, education, and environmen-
tal factors interact with one another in complex ways. Gradi-
ent boosting provides a flexible modeling framework capable of
capturing these interactions and non-linear patterns in the data
(Kalusivalingam et al. 2022).

The main idea behind the gradient boosting method is to mini-
mize the loss function by iteratively adding models that approx-
imately yield the negative gradient of the loss function. The loss
function commonly used in regression problems is the Mean
Squared Error (Sharma and Juneja 2018). The general form of the
gradient boosting model can be written as follows:

Fm(x) = Fm−1(x) + ηhm(x) (9)

where Fm(x) represents the updated model at iteration m, Fm-1(x)
is the model obtained from the previous iteration, hm(x) denotes
the newly fitted decision tree that models the residual errors, and
η represents the learning rate controlling the contribution of each
tree to the final model.

In (Equation 10), the algorithm follows the steepest descent path
of the loss function at each iteration to minimize the errors pro-
duced by the current model.

hm(x) = −
𝜕𝐿(y,F(x))

𝜕𝐹 (x)
(10)
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where hm(x) represents the weak learner fitted at iteration m, L(y,
F(x)) denotes the loss function measuring the difference between
the observed value 𝑦 and the predicted value F(x), and the gra-
dient of the loss function indicates the direction in which the
model should be updated to reduce prediction error. This formu-
lation demonstrates that the gradient boosting algorithm operates
as an optimization method based on the gradient descent prin-
ciple. At each iteration, a new model is fitted that approximately
represents the negative gradient of the loss function—which rep-
resents the residual errors of the current model—leading to a
gradual improvement in prediction performance.

In each iteration, the algorithm calculates the residuals from the
previous model and applies a new decision tree to these val-
ues. Gradient boosting gradually improves prediction accuracy by
focusing on the errors generated in previous stages. This sequen-
tial learning mechanism enables the model to capture complex
interactions between variables that might not be detected by sim-
pler regression techniques (Zhang et al. 2019).

A gradient boosting model was implemented using the Gradient
Boosting Regressor algorithm found in the Python scikit-learn
library. According to the configuration used in the analysis code,
the model was trained with 200 trees, a learning rate of 0.05, and
a maximum tree depth of 3. The number of predictors determines
how many trees are created sequentially, while the learning rate
controls how strongly each tree contributes to the final prediction
model.

Gradient boosting was used in this study because it is a pow-
erful ensemble method based on boosting that can model
complex non-linear relationships between socio-economic and
health-related variables. Its sequential error correction mecha-
nism makes it particularly suitable for predicting life expectancy
in upper-middle-income countries.

The hyperparameters (200 trees, learning rate= 0.05, max
depth= 3) were selected based on preliminary experimentation
and prior studies to reduce overfitting risk while maintaining pre-
dictive performance.

2.2.4 | Extreme Gradient Boosting (XGBoost)

Extreme Gradient Boosting (XGBoost) is an advanced implemen-
tation of the gradient boosting algorithm, designed to improve
predictive performance and computational efficiency (Bentéjac
et al. 2021). Developed by Chen and Guestrin (2016), XGBoost has
become one of the most widely used machine learning algorithms
in predictive modeling due to its scalability, pruning mecha-
nisms, and ability to efficiently process complex datasets (Chen
and Guestrin 2016).

Like the standard gradient boosting algorithm, XGBoost con-
structs predictive models by sequentially combining multiple
decision trees; each tree attempts to minimize the prediction
errors produced by the previous models (Ali et al. 2023). However,
XGBoost offers various methodological improvements that dis-
tinguish it from traditional gradient boosting algorithms. These
improvements include pruning techniques to control model com-
plexity, efficient handling of missing values, parallel computing

capabilities, and optimized tree learning procedures (Bentéjac
et al. 2021).

The objective function of the XGBoost algorithm consists of
two components: a loss function that measures the difference
between predicted and observed values, and a regularization term
that penalizes model complexity (Zhang et al. 2022). The objec-
tive function can be expressed as follows:

Obj =
n∑

i=1
L
(
yi,ŷi

)
+

K∑
k=1

Ω
(
fk
)

(11)

where L(yi, ŷi) represents the loss function measuring predic-
tion error, fk denotes the individual decision trees in the ensem-
ble, and Ω(fk) represents the regularization term controlling the
complexity of the model. This regularization component helps
prevent overfitting and enhances the algorithm’s generalization
ability.

Another key feature of XGBoost is its use of second-order gradi-
ent optimization, which incorporates both the first and second
derivatives of the loss function during the training process. This
lets the algorithm converge faster and optimize more accurately
than traditional gradient descent methods (Wang et al. 2024).

The XGBoost model was implemented using the XGBRegressor
algorithm available in the Python XGBoost library. According to
the configuration used in the analysis code, the model was trained
with 200 trees, a learning rate of 0.05, and a maximum tree depth
of 4. These parameters were selected to strike a balance between
model complexity and prediction performance while reducing
the risk of overfitting.

XGBoost was included in this study as it represents one of the
most powerful machine learning algorithms for predictive mod-
eling. Its ability to capture non-linear relationships, incorporate
regulatory factors, and process large datasets efficiently makes
it particularly suitable for predicting life expectancy based on
socio-economic and health-related indicators.

These hyperparameters were selected based on literature-guided
tuning and preliminary experimental testing to balance model
complexity and predictive stability.

2.2.5 | Performance Criteria

To evaluate the predictive performance of the machine learning
models used in this study, three commonly used performance
metrics were employed: the coefficient of determination (R2),
root mean square error (RMSE), and mean absolute error (MAE).
These metrics measure the difference between observed and pre-
dicted values, providing complementary insights into the accu-
racy and reliability of the prediction models.

The coefficient of determination (R2) is a statistical measure indi-
cating how well the independent variables explain the variation
in the dependent variable (Piepho 2019). In other words, it mea-
sures the proportion of the variance in the observed data that is
explained by the prediction model (Piepho 2019). The R2 value
ranges from negative infinity to 1. A value close to 1 indicates

6 Sustainable Development, 2026
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that the model explains a large proportion of the variation in
the dependent variable, while values close to 0 indicate weak
explanatory power (Sharma et al. 2019).

The R2 metric can be calculated using the following formula:

R2 = 1 −
∑n

i=1
(
yi − ŷi

)2

∑n
i=1

(
yi − ŷ

)2 (12)

where: yi represents the observed values, ŷi represents the pre-
dicted values, ŷ represents the meaning of the observed values, n
denotes the total number of observations.

A higher R2 value indicates that the model performs better and
has a stronger predictive ability (Shmueli et al. 2019).

Root Mean Square Error (RMSE) measures the average magni-
tude of prediction errors by calculating the square root of the aver-
age of the squared differences between observed and predicted
values (Hodson 2022). RMSE is particularly useful because, due
to the squaring operation, it penalizes larger errors more heav-
ily than smaller ones. Lower RMSE values indicate better model
accuracy (Hodson 2022).

RMSE is calculated as follows:

RMSE =

√√√√1
𝑛

𝑛∑
𝑖=1

(
𝑦𝑖 − 𝑦𝑖

)2 (13)

where: yi represents the actual observed value, 𝑦𝑖 represents the
predicted value, 𝑛 is the number of observations.

As RMSE (Root Mean Square Error) is expressed in the same
units as the dependent variable, it provides an interpretable mea-
sure of prediction error (Hodson 2022).

Mean Absolute Error (MAE) measures the average absolute dif-
ference between the observed and predicted values (Frias-Paredes
et al. 2018). Unlike RMSE, MAE does not square the errors, mak-
ing it less sensitive to outliers. Consequently, MAE provides a
simple and easily interpretable measure of the average prediction
error (Hodson 2022).

The MAE metric is calculated using the following formula:

MAE = 1
𝑛

𝑛∑
𝑖=1

||𝑦𝑖 − 𝑦𝑖
|| (14)

where: yi represents the actual observed value, 𝑦𝑖 represents the
predicted value, n denotes the number of observations.

Lower MAE values indicate that the model exhibits better predic-
tive performance (Kaliappan et al. 2021).

In this study, these three performance criteria were used together
to provide a comprehensive assessment of the predictive capabil-
ities of machine learning models. While R2 measures how well
the model explains the variability in the data, RMSE and MAE
quantify the magnitude of prediction errors. The combined use
of these metrics allows for a more reliable comparison of the pre-
dictive performance of models used to estimate life expectancy in
upper-middle-income countries.

3 | Results

This section presents the results of the study, which aims to
evaluate the predictive performance of machine learning models
used to estimate life expectancy in upper-middle-income coun-
tries. Firstly, descriptive statistics of the variables in the dataset
were examined to provide an overview of the data structure and
the variability among the indicators. Subsequently, the predic-
tive performance of four machine learning models (Support Vec-
tor Regression (SVR), Random Forest, Gradient Boosting and
XGBoost) was compared. The models were evaluated using three
widely accepted regression performance metrics: the coefficient
of determination (R2), root mean square error (RMSE), and mean
absolute error (MAE). The results provide insights into the effec-
tiveness of different machine learning algorithms in predict-
ing life expectancy and allow for a comparative assessment of
their predictive capabilities. Table 1 shows that economic indi-
cators, such as GDP per capita and health expenditure per capita,
exhibit greater variability, while health indicators remain rela-
tively stable.

Table 1 presents the descriptive statistics of the variables included
in the analysis, providing an overview of the measures of
central tendency and the levels of dispersion. In the upper-
middle-income countries in the dataset, average life expectancy at
birth is 73.88 years, with values ranging from 70.77–76.19 years,

TABLE 1 | Statistical analysis of the variables.

Average Minimum Maximum SD SE

Life expectancy at birth, total (years) 73.88 70.77 76.19 1.68 0.34
Current health expenditure (% of GDP) 5.40 5.01 6.08 0.30 0.06
Hospital beds (per 1000 people) 2.80 1.99 4.55 0.78 0.16
GDP per capita (current US$) 5991.27 1829.52 10657.97 2864.58 584.73
Urban population (% of total population) 59.50 48.15 69.27 6.68 1.36
Current health expenditure per capita (current US$) 330.00 94.05 647.67 170.89 34.88
Immunization, measles (% of children ages 12–23 months) 91.19 86.02 94.59 3.03 0.62
Population age 65 and above (%) 8.47 6.44 11.70 1.53 0.31

Sustainable Development, 2026 7
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FIGURE 2 | Correlation matrix.

indicating a relatively moderate variation across the sample.
Health-related indicators, such as vaccination coverage and
health expenditure as a percentage of GDP, exhibit relatively
stable distributions and point to similar public health con-
ditions across the analyzed countries. In contrast, economic
indicators—particularly GDP per capita and health expen-
diture per capita—exhibit a higher degree of variability, as
reflected in higher standard deviation values. This variability
suggests that economic conditions differ significantly among
upper-middle-income countries and may play a significant role
in explaining differences in life expectancy. Overall, descriptive
statistics provide an initial understanding of the dataset and high-
light the potential impact of both economic and health-related
factors on life expectancy.

Figure 2 shows the correlation matrix illustrating how the study’s
variables are related to one another.

The correlation matrix in Figure 2 shows that the variables used
in this study to estimate life expectancy in upper-middle-income

countries are, for the most part, strongly and positively correlated.
The very high correlation coefficients (r ≈0.95–0.97) between life
expectancy and GDP per capita, current health expenditure per
capita, and the urban population indicate that the level of eco-
nomic prosperity and investment in the health system are cru-
cial for extending life expectancy. The strong positive correlation
between the number of hospital beds and the population aged
65 and over, on the one hand, and life expectancy, on the other
(r ≈0.88), indicates that improvements in healthcare infrastruc-
ture and demographic structure also influence life expectancy.
The fact that the measles vaccination rate has lower correlation
values compared to other variables is due to the rate already being
high in upper-middle-income countries and not varying signif-
icantly from one country to another. The correlation analysis
confirms the primary objective of this study by demonstrating
that variables such as economic development, health expendi-
ture, healthcare infrastructure, and demographic structure are
critical determinants of life expectancy and that these factors
provide important explanatory information for machine learning
models.

8 Sustainable Development, 2026
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The predictive performance of the machine learning models used
in the study is presented in Table 2. The models were evalu-
ated using three commonly used regression performance met-
rics: the coefficient of determination (R2), root mean square error
(RMSE), and mean absolute error (MAE). These metrics provide
a comprehensive assessment of how accurately each model pre-
dicts life expectancy.

As shown in Table 2, the predictive performance of machine
learning models varies in terms of accuracy and error rates.
Among the models evaluated, Support Vector Regression (SVR)
achieved the best predictive performance with the highest R2

value (0.949) and the lowest RMSE (0.288) and MAE (0.225) val-
ues. These results indicate that the SVR model provides the most
accurate predictions of life expectancy in the dataset. The Ran-
dom Forest model also demonstrated strong predictive capabil-
ity with an R2 value of 0.913 and relatively low error metrics.
In contrast, the Gradient Boosting and XGBoost models exhib-
ited slightly lower predictive performance, as reflected by their
lower R2 values and higher RMSE and MAE scores. Overall,
the results presented in Table 2 indicate that, in this study, SVR
outperformed other machine learning models in predicting life
expectancy for upper-middle-income countries.

Figure 3 illustrates the comparative performance of machine
learning models across three evaluation metrics (R2, RMSE, and
MAE) and presents a visual comparison of the models’ accuracy
and prediction errors.

TABLE 2 | Analysis of the models.

R2 RMSE MAE

SVR 0.949 0.288 0.225
Random Forest 0.913 0.357 0.274
Gradient Boosting 0.892 0.383 0.305
XGBoost 0.864 0.435 0.376

As shown in Figure 3, a graphical comparison of the evaluation
metrics reveals significant differences in model performance. The
bar chart shows that the SVR model achieves the highest R2 value
while maintaining the lowest RMSE and MAE values, indicat-
ing a strong balance between explanatory power and predictive
accuracy. The Random Forest model follows closely behind, with
slightly lower explanatory performance and moderately higher
error values. The Gradient Boosting and XGBoost models, how-
ever, exhibit relatively lower R2 scores and higher prediction
errors; this trend can be observed from the increasing bar heights
in the RMSE and MAE metrics. The visual representation in
Figure 3 highlights the relative performance differences between
the models and facilitates an intuitive comparison of their predic-
tive capabilities.

To further assess whether machine learning models pro-
vide meaningful improvements over conventional statistical
approaches, an additional benchmark analysis was conducted
using Multiple Linear Regression (MLR). The benchmark model
achieved substantially lower predictive performance (R2 = 0.722,
RMSE= 2.528, MAE= 0.268) compared with all machine learn-
ing models, particularly SVR (R2 = 0.949). These findings indi-
cate that machine learning algorithms, especially nonlinear mod-
els, capture complex relationships among socio-economic and
health-related predictors more effectively than conventional lin-
ear regression.

Figure 4 presents line charts comparing actual life expectancy
values with the predicted values generated by the SVR, Random
Forest, Gradient Boosting, and XGBoost models.

As shown in Figure 4, the predicted values generated by the
machine learning models generally follow the trend of the actual
life expectancy values, demonstrating that the models can cap-
ture the overall pattern in the data. The SVR model exhibits
the closest fit between actual and predicted values, with the
prediction line closely tracking the observed values through-
out the dataset. The Random Forest model also shows a strong

FIGURE 3 | Evaluation of the models.
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FIGURE 4 | Actual and predicted life expectancy values of the models.

fit, although small deviations can be observed at certain points.
In contrast, the Gradient Boosting and XGBoost models exhibit
slightly larger fluctuations between actual and predicted values,
particularly in later observations. Overall, the graphical compar-
ison in Figure 3 shows that all models successfully capture the
general upward trend in life expectancy but that the SVR and
Random Forest models provide relatively more consistent predic-
tions across observations.

Figure 5 presents the prediction error plots for the machine learn-
ing models, illustrating the differences between the actual and
predicted life expectancy values for each model.

As shown in Figure 5, prediction error plots provide a visual
assessment of how closely the predicted values track the actual
life expectancy values across the observations. The SVR model
exhibits relatively lower prediction errors and more stable pre-
diction performance, as evidenced by the smallest deviations
between the two lines. The Random Forest model also exhibits
a similar pattern, but some noticeable deviations occur in the
middle observations where the prediction errors increase slightly.
In contrast, the Gradient Boosting and XGBoost models exhibit
greater fluctuations between actual and predicted values, particu-
larly at a few peak points where the predicted values diverge more
markedly from the observed values. Overall, the prediction error
plots highlight that while all models capture the general pattern
of life expectancy, the SVR and Random Forest models provide
comparatively more accurate and stable predictions across the
dataset.

Figure 6 presents scatter plots comparing actual life expectancy
values with predicted values generated by the machine learning
models.

As shown in Figure 6, the scatter plots illustrate the relation-
ship between the observed and predicted life expectancy values
for each model. Generally, the data points are clustered close to
the diagonal reference line; this indicates that the predicted val-
ues are largely consistent with the actual observations. The SVR
model demonstrates a high level of prediction accuracy, as evi-
denced by the points being strongly aligned along the diagonal
line. The Random Forest model also exhibits a similar pattern,
although a few observations deviate slightly from the reference
line. For the Gradient Boosting and XGBoost models, the points
remain relatively close to the diagonal, though they show slightly
greater dispersion, particularly in the higher value range. Over-
all, the scatter plots confirm that the models can capture the
relationship between predictors and life expectancy while also
highlighting the differences in prediction accuracy between the
algorithms.

Figure 7 presents the cumulative histograms of the machine
learning models, illustrating the distribution of prediction errors
for each algorithm.

As shown in Figure 7, the residual histograms provide infor-
mation about the distribution of prediction errors generated
by the models. In general, the residuals of all models are con-
centrated around zero; this pattern indicates that the predicted
values are close to the actual observations and that large pre-
diction errors are relatively limited. The SVR model exhibits
a relatively symmetrical residual distribution centered close
to zero, demonstrating balanced prediction errors and stable
model performance. The Random Forest model also exhibits
a similar pattern, although a slightly wider spread of residual
values can be observed. In contrast, the Gradient Boosting
and XGBoost models show a slightly wider distribution of
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FIGURE 5 | Prediction error plots of the models.

FIGURE 6 | Scatter plots of the models.

residuals, indicating greater variability in prediction errors
between some observations. Overall, the residual distributions
indicate that, while all models produce reasonably accurate

predictions, the SVR and Random Forest models tend to gener-
ate more concentrated and stable error patterns compared to the
other algorithms.
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FIGURE 7 | Residual distribution of the models.

Figure 8 presents the residual plots of the machine learning mod-
els, illustrating the distribution of prediction errors relative to the
predicted life expectancy values.

As shown in Figure 8, residual plots provide a visual assess-
ment of the error patterns associated with each machine learn-
ing model. Ideally, the residuals should be randomly distributed
around the zero line; this distribution indicates that the model
predictions are unbiased and that there is no systematic pattern in
the errors. The SVR model typically exhibits residuals distributed
around zero with a relatively limited spread, indicating a sta-
ble prediction structure. The Random Forest model also shows
a largely random distribution of residuals, although there are
slightly larger deviations in a few observations. In contrast, the
Gradient Boosting and XGBoost models exhibit a slightly wider
residual distribution, particularly within certain predicted value
ranges. Despite these differences, the residual plots show that all
models produce errors centered predominantly around zero and
capture the underlying relationship in the data without a strong
systematic bias.

4 | Discussion

In this study, the performance of four different machine learning
algorithms in predicting life expectancy in upper-middle-income
countries was evaluated comparatively. The findings indicate
that socio-economic and health-related indicators provide a high
level of explanatory power in predicting life expectancy, and
that machine learning approaches offer effective tools for mod-
eling this multidimensional structure. This finding is consis-
tent with previous studies reporting that life expectancy can be

successfully modeled using machine learning methods based
on various health, education, and economic indicators (Ghazali
et al. 2018; Lipesa et al. 2023).

The fact that the highest predictive performance was achieved
with the SVR model suggests that this algorithm constitutes a
robust alternative, particularly for data structures with limited
sample sizes and where relationships between variables may not
be linear. The superiority of SVR in this study should be evalu-
ated not only in terms of the algorithm’s theoretical properties
but also in relation to the dataset’s size, the distribution of vari-
ables, the scaling structure, and the alignment of model parame-
ters with the data. Furthermore, as SVR’s kernel-based structure
can flexibly capture non-linear patterns, it has provided a signif-
icant advantage in modeling a multi-dimensional and complex
output such as life expectancy (Ghazali et al. 2018). Its ability
to offer higher explanatory power compared to classical linear
methods supports the view that this approach could be an effec-
tive option for small and medium-sized datasets. Although the
predictive performance of the SVR model was exceptionally high,
this result should be interpreted cautiously due to the relatively
small sample size. To reduce overfitting risk, all models were eval-
uated using 10-fold cross-validation within a pipeline structure,
ensuring that scaling and preprocessing steps were learned exclu-
sively from training folds. This procedure minimized data leakage
and improved the robustness of performance estimates. Never-
theless, the possibility of optimistic performance due to sample
size cannot be completely excluded.

The fact that the Random Forest model also demonstrates high
performance indicates that ensemble learning-based approaches
can be effective in modeling multivariate outcomes such as life
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FIGURE 8 | Residual plot of the models.

expectancy. The fact that the Random Forest algorithm oper-
ates via multiple decision trees and can relatively reduce the
risk of overfitting may provide an advantage, particularly in data
structures containing distinct differences in economic indica-
tors. This finding is consistent with recent studies reporting that
tree-based approaches such as Random Forest, Gradient Boost-
ing, and XGBoost can be effective in life expectancy prediction
(Chairunisa et al. 2024). However, the high performance of the
Random Forest does not indicate that the relevant variables are
causally determinative on their own; rather, it suggests that these
indicators successfully capture the structural patterns that vary
alongside life expectancy.

The fact that Gradient Boosting and XGBoost models performed
less well than SVR and Random Forest in this study may seem
unexpected at first glance, as these algorithms are among the
most robust methods for many regression problems (Chairunisa
et al. 2024). However, it is well known that the performance
of machine learning models is sensitive to the data context.
Boosting-based algorithms can be significantly influenced by
factors such as sample size, hyperparameter optimization, vari-
able structure, and signal-to-noise ratio. Therefore, the relatively
lower performance of these models suggests not that the algo-
rithms are generally inadequate, but rather that the structure
of the dataset and the limited sample size have shaped the
model’s success. Indeed, it has been reported that model per-
formance in various life expectancy estimation studies can vary
depending on the data processing approach, missing data han-
dling method, and sample structure (Bahadure et al. 2025; Lipesa
et al. 2023).

The findings of the correlation analysis indicate very strong pos-
itive relationships between life expectancy and GDP per capita,
health expenditure per capita, and the urbanization rate. This
result is consistent with extensive literature showing that eco-
nomic development, health investment, and structural transfor-
mation processes are closely linked to life expectancy (Bansal
and Jin 2023). However, the high level of correlation between
these variables also suggests that the structural processes influ-
encing life expectancy do not operate independently of one
another. In other words, economic development, health expen-
diture, and urbanization are likely to be interrelated and partially
overlapping processes in their association with life expectancy.
Therefore, the possibility of multiple connections and struc-
tural overlap must be considered when interpreting the indi-
vidual effects of these variables. The fact that the vaccination
rate shows a lower correlation compared to other variables may
stem from the more homogeneous distribution of this indica-
tor in upper-middle-income countries; this suggests that, rather
than the variable being insignificant, its contribution to explain-
ing cross-country variation may be more limited.

Although formal feature importance analysis was beyond
the primary scope of this study, the correlation matrix and
model outputs consistently indicate that GDP per capita,
health expenditure per capita, and urbanization are among
the most influential predictors of life expectancy. These vari-
ables exhibited the strongest associations with life expectancy
and appear to contribute substantially to the predictive perfor-
mance of the machine learning models. This finding further
supports the importance of socio-economic development and
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healthcare investment in explaining cross-country differences in
life expectancy.

Descriptive statistics reveal that, in the upper-middle-income
countries under examination, health indicators exhibit a rela-
tively more homogeneous distribution, whereas economic indi-
cators display a more variable distribution. This finding demon-
strates that upper-middle-income countries, despite belonging
to the same income group, exhibit significant structural hetero-
geneity within their own ranks. Consequently, differences in life
expectancy between countries must be assessed not only in terms
of health system indicators but also in conjunction with the dis-
tribution of economic resources, patterns of urbanization, and
the varying manifestations of development levels. Studies empha-
sizing that life expectancy in developing countries is shaped by
multi-layered economic and social determinants also support this
interpretation (Bansal and Jin 2023).

The residuals and the distribution pattern between observed and
predicted values indicate that all models generally operate with-
out producing a significant systematic bias; however, the fact that
the SVR model’s residuals exhibit a narrower and more balanced
distribution suggests that this model produces more stable pre-
dictions. The closer alignment of observed and predicted values
along the diagonal axis also visually supports this result. This
suggests that SVR stands out not only in terms of performance
metrics but also in terms of model reliability. This finding is par-
ticularly noteworthy in decision-support contexts such as health
policies, where not only high accuracy but also a stable error
structure is important.

From a public health policy perspective, the findings suggest
that improving life expectancy in upper-middle-income countries
requires integrated interventions extending beyond healthcare
delivery alone. Policies aimed at increasing healthcare accessi-
bility, strengthening preventive care, reducing regional inequal-
ities, and supporting balanced urban development may pro-
duce substantial long-term gains in population health. In addi-
tion, targeted investments in economically disadvantaged regions
may help reduce health inequalities and improve overall life
expectancy outcomes.

The findings of this study should be interpreted within certain
limitations. The inclusion of only upper-middle-income coun-
tries in the analysis limits the generalizability of the results to
other income groups. Furthermore, the relatively small sample
size and the variable set based on selected indicators from inter-
national databases should be considered as key methodological
factors that may influence model performance and the scope of
the findings. It should be noted that models developed in differ-
ent clinical and social contexts may not perform similarly; there-
fore, interpreting model results in a context-sensitive manner is
important (Christie et al. 2018). Nevertheless, it is considered that
studying makes significant contributions. Firstly, its treatment of
upper-middle-income countries as a specific unit of analysis is
valuable in highlighting the internal heterogeneity of this income
group. Furthermore, the comparison of multiple machine learn-
ing algorithms on the same data structure demonstrates the need
for context-sensitive method selection. The findings suggest that
kernel-based methods such as SVR could be robust alternatives,

particularly under conditions of limited sample size and mul-
tidimensional data. From a policy perspective, the joint assess-
ment of economic and health-related indicators could contribute
to a more precise monitoring of differences in life expectancy. In
future studies, the use of larger samples, the comparative anal-
ysis of different income groups, the expansion of the variable set
to include social and environmental determinants, and the incor-
poration of methods that enhance model interpretability could
further deepen the body of knowledge in this field.

4.1 | Data and Code Availability

The Python codes used for data preprocessing, model training,
cross-validation, and visualization are available in the Support-
ing Information and can also be provided by the corresponding
author upon reasonable request to ensure reproducibility and
transparency.

5 | Conclusion

The findings of this study demonstrate that machine learning
methods provide a robust and effective analytical framework
for predicting life expectancy in upper-middle-income countries.
Among the evaluated models, Support Vector Regression (SVR)
achieved the highest predictive performance, highlighting its
suitability for modeling complex and non-linear relationships,
particularly in datasets with limited sample sizes. The Random
Forest model also exhibited strong predictive capability, whereas
Gradient Boosting and XGBoost showed comparatively lower
performance within the context of the dataset.

Beyond methodological contributions, the results reveal that life
expectancy is strongly associated with key socio-economic and
structural indicators, including GDP per capita, health expen-
ditures, and urbanization. These results show that longer life
expectancy is not just a result of how well the health system works
but is also a part of larger development trends. In this respect, life
expectancy can be considered not only a health indicator but also
a critical proxy for sustainable development outcomes.

From a sustainability perspective, the study highlights that
investments in healthcare systems, equitable economic growth,
and balanced urban development are essential components of
long-term human well-being. These dimensions align closely
with several of the United Nations Sustainable Development
Goals, particularly Goal 3 (Good Health and Well-being) and Goal
11 (Sustainable Cities and Communities). The strong relation-
ships identified between life expectancy and socio-economic vari-
ables suggest that integrated and data-driven policy approaches
are necessary to ensure sustainable improvements in population
health.

Furthermore, the use of machine learning models offers sig-
nificant potential for supporting evidence-based policymaking
within the framework of sustainable development. By enabling
more accurate predictions of health outcomes, these models
can assist policymakers in identifying priority areas, optimiz-
ing resource allocation, and designing targeted interventions that
promote both health equity and long-term sustainability.
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However, the findings should be interpreted considering certain
limitations, including the relatively small sample size and the
focus on upper-middle-income countries, which may restrict the
generality of the results. Future research could expand the scope
by incorporating larger datasets, additional socio-environmental
variables such as environmental quality and climate indicators,
and comparisons across different income groups. Such exten-
sions would further strengthen the integration of machine learn-
ing approaches into sustainable development research.

In conclusion, this study makes both methodological and practi-
cal contributions. Methodologically, it demonstrates that Support
Vector Regression can outperform widely used ensemble learning
methods in predicting life expectancy under limited-sample and
non-linear data conditions. Practically, the findings highlight that
economic development, healthcare investment, and urbanization
are key strategic levers for improving population health. These
results provide policymakers with evidence-based insights for
prioritizing interventions aimed at increasing life expectancy and
reducing health inequalities in upper-middle-income countries.
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